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TL;DR

A recursive sorting procedure can become substantially faster when it reduces a problem
of size 𝑛 to two problems of roughly half the size rather than to one problem of size
𝑛− 1. Merge sort uses this balanced decomposition and a linear-comparison merge step.
We prove that the procedure halts, prove its correctness by strong induction, and derive
a worst-case comparison count of Θ(𝑛 log 𝑛). We then show why a general comparison
sort cannot improve this worst-case order to linear time.

AI use declaration. We used GPT-5.6 Sol to research as well as polish the writing in the notes.

1 Motivation
Consider a list of 𝑛 records that must be arranged by a numeric key, such as patient measurements
ordered from smallest to largest. A sorting procedure can accomplish this by comparing records and
relocating them. The way the procedure decomposes the task determines how much work remains
after each step.

One possible decomposition removes only one record from consideration at a time. After one
pass through a list of 𝑛 records, the remaining sorting problem may have size 𝑛 − 1. Repeating that
pattern produces subproblems of sizes

𝑛, 𝑛 − 1, 𝑛 − 2, . . . , 1,

and the number of comparisons can grow quadratically with 𝑛.
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A different decomposition is possible. Instead of reducing a problem of size 𝑛 to one of size 𝑛−1,
divide the records into two groups whose sizes differ by at most one. Sort each group recursively,
and then combine the two sorted groups into a single sorted list. The recursive subproblems now
have sizes approximately 𝑛/2 rather than 𝑛 − 1.

This chapter develops that procedure, called merge sort. We ask the three questions that apply to
any recursive procedure: does it halt, does it return the required output, and what does it cost? The
final question leads to a second one. Merge sort requires order 𝑛 log 𝑛 comparisons in the worst
case. Can a comparison-based sorting procedure do asymptotically better and reach linear time?

2 Setup and Notation
Prerequisites. This chapter assumes summation notation, logarithms, and proof by induction.
The forms of induction used in the correctness argument are stated when they are needed. No prior
knowledge of merge sort is assumed.

Lists and slices. Let 𝐴 be a list containing 𝑛 records, indexed from zero as 𝐴[0], . . . , 𝐴[𝑛 − 1].
For integers 0 ≤ 𝑖 ≤ 𝑗 ≤ 𝑛, write 𝐴[𝑖: 𝑗] for the slice 𝐴[𝑖], 𝐴[𝑖 + 1], . . . , 𝐴[ 𝑗 − 1]. The right
endpoint is excluded, so 𝐴[𝑖: 𝑗] has 𝑗 − 𝑖 records. In particular, 𝐴[0:𝑛] denotes the entire list.

The records are drawn from a totally ordered set: for any two records 𝑥 and 𝑦, exactly one of
𝑥 < 𝑦, 𝑥 = 𝑦, or 𝑥 > 𝑦 holds, and the order is transitive.

Definition 1 (The sorting problem). The input is a list 𝐴 of 𝑛 records drawn from a totally ordered
set. The output is a permutation of those same records such that

𝐴[0] ≤ 𝐴[1] ≤ · · · ≤ 𝐴[𝑛 − 1] .

The permutation requirement means that sorting preserves the records and their multiplicities.
Producing an ordered list is not sufficient if a record has been removed, duplicated, or replaced.

Subproblem size. For a call acting on 𝐴[ℓ:𝑟], define

𝑛 := 𝑟 − ℓ.

When 𝑛 ≥ 2, let
𝑚 := ℓ +

⌊𝑛
2

⌋
.

Then 𝐴[ℓ:𝑚] and 𝐴[𝑚:𝑟] have sizes ⌊𝑛
2

⌋
and

⌈𝑛
2

⌉
,
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respectively, so the two sizes differ by at most one.

Cost. We count comparisons between records rather than seconds. Seconds depend on the machine
and implementation, while a comparison count isolates the work required by the method. Space is
memory used beyond the input and the output being constructed.

Definition 2 (Asymptotic notation). Let 𝑓 and 𝑔 map the positive integers to the non-negative
reals. The set 𝑂 (𝑔(𝑛)) contains functions 𝑓 for which there exist positive constants 𝑐 and 𝑛0 with
0 ≤ 𝑓 (𝑛) ≤ 𝑐𝑔(𝑛) for all 𝑛 ≥ 𝑛0. The set Ω(𝑔(𝑛)) contains functions 𝑓 for which there exist positive
constants 𝑐 and 𝑛0 with 0 ≤ 𝑐𝑔(𝑛) ≤ 𝑓 (𝑛) for all 𝑛 ≥ 𝑛0. Their intersection is Θ(𝑔(𝑛)).

Definition 3 (Comparison sort). A comparison sort obtains information about the relative order of
records only through pairwise comparisons of their keys.

This distinction will matter in Section 8. The lower bound proved there applies to comparison
sorting and does not rule out methods that exploit additional structure in the keys.

3 Divide, Conquer, and Merge
Consider first a list of five records. A balanced split cannot divide five into two equal integers, so it
produces subproblems of sizes two and three:

5 =

⌊
5
2

⌋
+
⌈
5
2

⌉
= 2 + 3.

The size-three problem is then split into sizes one and two, and every size-two problem is split into
two size-one problems. Figure 1 shows the resulting decomposition.

5

2

1 1

3

1 2

1 1

Figure 1: Balanced decomposition of a size-five sorting problem.

A one-record list is already sorted. The remaining task is therefore to combine two sorted
sublists into one sorted list.
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Merging two sorted lists. Let 𝐴1 and 𝐴2 be sorted lists, and let 𝑖 and 𝑗 identify the first unmerged
record in each list. If one list has been exhausted, the unmerged suffix of the other can be returned
directly. Otherwise the smaller of 𝐴1 [𝑖] and 𝐴2 [ 𝑗] is the smallest record remaining in either list and
is emitted next.

Algorithm 1 Recursive merge of two sorted lists. The symbol ∥ means concatenation of sequences;
the cost analysis counts record comparisons.

1: function Merge(𝐴1, 𝐴2, 𝑖, 𝑗)
2: if 𝑖 = |𝐴1 | then
3: return 𝐴2 [ 𝑗 :|𝐴2 |]
4: else if 𝑗 = |𝐴2 | then
5: return 𝐴1 [𝑖:|𝐴1 |]
6: else if 𝐴1 [𝑖] ≤ 𝐴2 [ 𝑗] then
7: 𝑅 ← Merge(𝐴1, 𝐴2, 𝑖 + 1, 𝑗)
8: return ⟨𝐴1 [𝑖]⟩ ∥ 𝑅
9: else

10: 𝑅 ← Merge(𝐴1, 𝐴2, 𝑖, 𝑗 + 1)
11: return ⟨𝐴2 [ 𝑗]⟩ ∥ 𝑅
12: end if
13: end function

Remark 1 (What the pseudocode costs). Algorithm 1 is written to mirror the recursive construction
used in the lecture, and the analysis below counts comparisons between records. A literal
implementation using repeated array or Python-list concatenation would incur additional copying
costs. A standard implementation instead writes each selected record once into an output array,
preserving the same comparison logic while achieving linear merge time.

Merge sort. The sorting procedure applies the same idea recursively to the two halves and then
merges their sorted outputs.

Algorithm 2 Merge sort on the half-open slice 𝐴[ℓ:𝑟].
1: function MergeSort(𝐴, ℓ, 𝑟)
2: 𝑛← 𝑟 − ℓ
3: if 𝑛 ≤ 1 then
4: return 𝐴[ℓ:𝑟]
5: end if
6: 𝑚 ← ℓ + ⌊𝑛/2⌋
7: 𝐴1 ← MergeSort(𝐴, ℓ, 𝑚)
8: 𝐴2 ← MergeSort(𝐴, 𝑚, 𝑟)
9: return Merge(𝐴1, 𝐴2, 0, 0)

10: end function
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The decomposition is a divide-and-conquer procedure: divide the original problem into smaller
problems, solve those problems recursively, and combine their solutions. Merge sort is a standard
example of this paradigm (Cormen et al., 2022).

4 Halting
A recursive definition does not by itself guarantee that a chain of calls will end. We use a decreasing
integer-valued measure to establish that both procedures halt.

Definition 4 (Measure). A measure for a recursive procedure is a non-negative integer computed
from the arguments at every call and strictly decreased by every recursive call.

Theorem 1 (Halting). For finite input lists, both Merge and MergeSort halt.

Proof. For Merge(𝐴1, 𝐴2, 𝑖, 𝑗), take

𝑑 := ( |𝐴1 | − 𝑖) + (|𝐴2 | − 𝑗),

the number of unmerged records. If neither base case applies, exactly one of 𝑖 and 𝑗 increases by
one. The next recursive call therefore has measure 𝑑 − 1. Since 𝑑 is a non-negative integer, the
recursion reaches a call in which one list is exhausted.

For MergeSort(𝐴, ℓ, 𝑟), take 𝑛 := 𝑟 − ℓ. The procedure returns immediately when 𝑛 ≤ 1. If
𝑛 ≥ 2, the recursive calls have sizes ⌊𝑛/2⌋ and ⌈𝑛/2⌉, both strictly smaller than 𝑛. Thus every
branch reaches a base case. The final call to Merge halts by the preceding paragraph.

5 Correctness
We first establish what the merge operation guarantees. The sorting theorem then uses that result as
its combining step.

Definition 5 (Strong induction). Let 𝑃(𝑛) be a claim about every non-negative integer 𝑛. If the
assumption that 𝑃(𝑘) holds for every 𝑘 < 𝑛 implies 𝑃(𝑛), together with valid base cases, then 𝑃(𝑛)
holds for every 𝑛.

Lemma 2 (Correctness of merge). Suppose 𝐴1 and 𝐴2 are each in non-decreasing order. Then
Merge(𝐴1, 𝐴2, 𝑖, 𝑗) returns a non-decreasing list containing exactly the records in 𝐴1 [𝑖:|𝐴1 |] and
𝐴2 [ 𝑗 :|𝐴2 |], counted with multiplicity.

Proof. Use strong induction on

𝑑 := ( |𝐴1 | − 𝑖) + (|𝐴2 | − 𝑗),
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the number of records that remain to be merged.
Base case. If 𝑖 = |𝐴1 |, the procedure returns the suffix 𝐴2 [ 𝑗 :|𝐴2 |], which is already in non-decreasing
order and contains exactly the remaining records. The case 𝑗 = |𝐴2 | is symmetric.
Inductive hypothesis. Assume the claim holds whenever fewer than 𝑑 records remain.
Inductive step. Suppose both lists contain an unmerged record. If 𝐴1 [𝑖] ≤ 𝐴2 [ 𝑗], then 𝐴1 [𝑖] is no
larger than any later record in 𝐴1, because 𝐴1 is sorted, and it is no larger than any remaining record
in 𝐴2, because 𝐴1 [𝑖] ≤ 𝐴2 [ 𝑗] and 𝐴2 is sorted. Thus 𝐴1 [𝑖] is the smallest record remaining in either
list. The recursive call Merge(𝐴1, 𝐴2, 𝑖 + 1, 𝑗) has 𝑑 − 1 remaining records, so by the inductive
hypothesis it returns those records in non-decreasing order and with the correct multiplicities.
Prepending 𝐴1 [𝑖] preserves both properties. The case 𝐴1 [𝑖] > 𝐴2 [ 𝑗] is symmetric, with 𝐴2 [ 𝑗]
emitted first.

Theorem 3 (Correctness of merge sort). For every finite list 𝐴, MergeSort(𝐴, 0, |𝐴|) returns a
permutation of 𝐴 in non-decreasing order.

Proof. Use strong induction on 𝑛 := |𝐴|.
Base case (𝑛 ≤ 1). A list containing at most one record is already in non-decreasing order, and the
procedure returns that record set unchanged.
Inductive hypothesis. Assume the theorem holds for every input size 𝑘 < 𝑛.
Inductive step (𝑛 ≥ 2). The procedure splits the list into two slices of sizes ⌊𝑛/2⌋ and ⌈𝑛/2⌉. Both
sizes are strictly smaller than 𝑛, so the inductive hypothesis says that the two recursive calls return
sorted permutations of their respective input slices. Lemma 2 then says that merging those outputs
returns all records from both slices, with their multiplicities preserved, in non-decreasing order. The
two slices partition the original input, so the merged result is a sorted permutation of the original
list.

The use of strong induction matches the shape of the procedure: merge sort recurses on
subproblems of sizes approximately 𝑛/2, not only on the immediate predecessor 𝑛 − 1.

6 Cost
Cost of merge. Suppose the two input lists contain 𝑝 and 𝑞 records, for a total of 𝑛 = 𝑝 + 𝑞. Each
comparison emits one record and increases either 𝑖 or 𝑗 by one. Once one list is exhausted, the rest
of the other list is returned without further record comparisons. In the worst case neither list is
exhausted until 𝑛 − 1 records have been emitted, so the worst-case number of record comparisons is
𝑛 − 1 ∈ Θ(𝑛).
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Cost of merge sort. For arbitrary 𝑛, the worst-case comparison count satisfies

𝑇 (𝑛) = 𝑇

( ⌊𝑛
2

⌋ )
+ 𝑇

(⌈𝑛
2

⌉)
+ Θ(𝑛).

To expose the growth rate, first suppose 𝑛 = 2𝑑 . Then

𝑇 (𝑛) = 2𝑇 (𝑛/2) + Θ(𝑛).

At the root there is one subproblem of size 𝑛, so the merge work is Θ(𝑛). At the next level there are
two subproblems of size 𝑛/2, for a total merge work of

2Θ(𝑛/2) = Θ(𝑛).

At level 𝑘 there are 2𝑘 subproblems of size 𝑛/2𝑘 , and the total merge work remains

2𝑘 Θ

( 𝑛
2𝑘

)
= Θ(𝑛).

The recursion reaches size one when
𝑛

2𝑑
= 1,

so 𝑑 = log2 𝑛. There are therefore Θ(log 𝑛) levels, each with Θ(𝑛) total merge work, giving

𝑇 (𝑛) ∈ Θ(𝑛 log 𝑛).

The floor and ceiling terms for non-powers of two alter subproblem sizes by at most one and do not
change this asymptotic order. The same recurrence analysis is standard for merge sort (Cormen
et al., 2022).

Space. The recursive merge in Algorithm 1 can make Θ(𝑛) nested calls while an output sequence
of length 𝑛 is being formed. A standard array-based implementation uses Θ(𝑛) auxiliary storage for
the merged output, while the merge-sort recursion itself has depth Θ(log 𝑛) (Cormen et al., 2022).
Thus the usual merge-sort implementation uses Θ(𝑛) auxiliary space. The exact allocation behavior
of a literal language-specific translation depends on how sequence construction is implemented.

7 Worked Example
For illustration, take the five values

𝐴 = ⟨7, 2, 6, 3, 5⟩.
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The first split has sizes two and three:

⟨7, 2⟩ and ⟨6, 3, 5⟩.

The left side splits into ⟨7⟩ and ⟨2⟩, which merge to ⟨2, 7⟩. The right side splits into ⟨6⟩ and ⟨3, 5⟩;
the second of these becomes ⟨3⟩ and ⟨5⟩ and merges to ⟨3, 5⟩. Merging ⟨6⟩ with ⟨3, 5⟩ gives ⟨3, 5, 6⟩.
The final merge is

⟨2, 7⟩ with ⟨3, 5, 6⟩,

which produces
⟨2, 3, 5, 6, 7⟩.

subproblem split or merge result

⟨7, 2⟩ ⟨7⟩, ⟨2⟩ ⟨2, 7⟩
⟨3, 5⟩ ⟨3⟩, ⟨5⟩ ⟨3, 5⟩
⟨6, 3, 5⟩ ⟨6⟩, ⟨3, 5⟩ ⟨3, 5, 6⟩
whole list ⟨2, 7⟩, ⟨3, 5, 6⟩ ⟨2, 3, 5, 6, 7⟩

The example also shows why an odd input size causes no difficulty: the initial five-record
problem is divided into subproblems of sizes two and three, and both are strictly smaller than five.

8 Beyond the Lecture: Can Comparison Sorting Be Linear?
The cost analysis leaves one final question: after improving quadratic comparison growth to
Θ(𝑛 log 𝑛), could a different comparison-based method reduce the worst-case order again, all the way
to Θ(𝑛)? For general worst-case comparison sorting, the answer is no. The standard decision-tree
argument below gives the lower bound (Cormen et al., 2022).

Theorem 4 (Comparison-sorting lower bound). Every deterministic comparison sort requires
Ω(𝑛 log 𝑛) comparisons in the worst case when sorting 𝑛 distinct records.

Proof. There are 𝑛! possible input orderings of 𝑛 distinct records. A correct sorting procedure must
distinguish among all of them. Because the records are distinct, each pairwise ordering comparison
has two relevant outcomes. A deterministic comparison sort can therefore be represented as a binary
decision tree whose leaves correspond to possible orderings. A binary tree of height ℎ has at most
2ℎ leaves, so

2ℎ ≥ 𝑛!.

Taking base-two logarithms gives
ℎ ≥ log2(𝑛!).
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For 𝑛 ≥ 2, at least ⌊𝑛/2⌋ factors in 𝑛! are at least 𝑛/2, so

𝑛! ≥
(𝑛
2

) ⌊𝑛/2⌋
.

Therefore
log2(𝑛!) ≥

⌊𝑛
2

⌋
log2

(𝑛
2

)
∈ Ω(𝑛 log 𝑛).

Thus the height of the decision tree, and hence the worst-case number of comparisons, is Ω(𝑛 log 𝑛).

Merge sort has a worst-case upper bound of 𝑂 (𝑛 log 𝑛) and every comparison sort has a worst-
case lower bound of Ω(𝑛 log 𝑛). Merge sort is therefore asymptotically optimal among comparison
sorts.

Remark 2 (Why the word “comparison” matters). The theorem does not say that every possible
sorting method requires Ω(𝑛 log 𝑛) time. Algorithms that exploit additional structure in the keys
can escape the comparison model. For example, counting-style methods can run in linear time
when keys lie in a suitably bounded integer range (Cormen et al., 2022). The lower bound is a
statement about the information obtained through pairwise comparisons, not an absolute prohibition
on linear-time sorting.

9 Summary
Merge sort changes the decomposition of the sorting problem. Instead of reducing size 𝑛 to size
𝑛 − 1, it reduces the task to two subproblems of sizes ⌊𝑛/2⌋ and ⌈𝑛/2⌉. The merge operation is
correct because the smaller of the two first unmerged records is the smallest record remaining overall,
and it halts because one unmerged record is removed at every recursive call.

The sorting procedure halts because every recursive subproblem is strictly smaller than its
parent, and it is correct by strong induction together with the merge lemma. Each recursion level
performs Θ(𝑛) total merge work, and there are Θ(log 𝑛) levels, so the worst-case comparison count
is Θ(𝑛 log 𝑛). A binary decision-tree argument gives a matching Ω(𝑛 log 𝑛) lower bound for general
comparison sorting, so merge sort is asymptotically optimal within that model.

Further Reading
Cormen et al. (2022) give a standard treatment of merge sort, divide-and-conquer recurrences, and
the decision-tree lower bound for comparison sorting. Knuth (1998) provide a broader reference on
sorting and searching, including detailed analysis of comparison-based sorting methods.
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